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D
irect, firsthand experience 

is an important part of the 

decision-making process for IT 

professionals who are exploring 

cloud computing and big data solutions. In 

response, within the Dell Solution Centers, 

the Dell | Intel Cloud Acceleration Program 

(DICAP) provides hands-on access to 

state-of-the-art cloud-computing and big-

data technology. Engagements through 

DICAP can be short briefings, architectural 

design sessions or proof-of-concept 

tests to evaluate performance using an 

organization’s own data or workloads 

on a Dell-based infrastructure. (For more 

information, see the sidebar, “Hands-on 

exploration of cloud and big data solutions.”)

The DICAP team maintains a laboratory 

on the Dell campus in Round Rock, Texas, 

where several hundred Dell™ PowerEdge™ 

servers function as management and data 

nodes for big data clusters. A typical big-

data proof-of-concept test uses Dell tools 

to stand up an Apache™ Hadoop® cluster 

with 20, 40 or more data nodes.

Because organizations have varied needs 

in the big data space, they often need to stand 

up a cluster with a specialized application 

or build a cluster that can be repurposed 

quickly from one application to another. The 

latter scenario was the case when a large 

financial data provider wanted to compare the 

performance scaling of Apache Cassandra™ 

and Apache HBase™ databases. 

For the proof-of-concept test, Dell 

collaborated with StackIQ, developer of 

StackIQ Cluster Manager software for 

provisioning and managing clusters. Dell 

also worked with DataStax, provider of the 

Evaluating performance scaling  
on a big data cluster

A financial data provider worked with Dell to compare 

application performance on a big data cluster. Using 

StackIQ™ Cluster Manager software, the team was able  

to rapidly configure the servers — leading to more,  

higher-quality tests than anticipated.

By Dave Jaffe, Greg Bruno and Tim McIntire

 Setting up a cluster

View this video to learn how StackIQ Cluster Manager can be used to set 
up a big data and high-performance computing cluster from bare metal.

qrs.ly/be3gyia

http://qrs.ly/be3gyia
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Apache Cassandra distribution, and Cloudera, 

provider of Cloudera’s Distribution Including 

Apache Hadoop (CDH) with HBase. Together, 

the four companies worked as a team to 

develop a large, flexible test cluster that met 

the data provider’s needs. 

Creating the big data cluster

The DICAP team used Dell PowerEdge 

servers to create the cluster, the data nodes 

and the load drivers for the data provider’s 

test applications (see figure). The Dell cluster 

comprised three 52U racks of PowerEdge 

servers. Three PowerEdge 720 servers, 

powered by Intel ® Xeon® E5-2650 processors, 

acted as infrastructure nodes to support cluster  

management: One ran the StackIQ Cluster 

Manager software, and the other two served 

as name nodes for the HBase tests. To 

create the data nodes and load drivers for 

the test applications, the team configured 

60 PowerEdge R720xd servers, powered by 

Intel  Xeon E5-2667 processors, with twenty-

four 500 GB disks each. (For details about 

the server configurations, see the sidebar, 

“Configuration details.”)

The servers were connected through 

Gigabit Ethernet (GbE) and 10 Gigabit 

Ethernet (10GbE) links using a set of  

Dell Networking S60 GbE switches and Dell  

Networking S4810 10GbE switches (see 

figure). The GbE internal network provided 

server management and Integrated 

Dell Remote Access Controller (iDRAC) 

connectivity, while the 10GbE network 

served as the data network. The two Dell 

Networking S60 switches within each rack 

were connected using stacking cables 

and uplinked to the 10GbE infrastructure 
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running on six stacked Dell Networking 

S4810 switches, two per rack. The 

Dell Networking S4810 switches were 

connected using two 40 Gigabit Ethernet 

(40GbE) ports per switch.

Building the cluster

For the proof-of-concept test, the DICAP 

team used StackIQ Cluster Manager to 

perform tasks such as bare metal installation 

of the cluster nodes, installation and 

management of the database applications, 

and rapid changeover from one application 

to the other. 

StackIQ Cluster Manager manages 

the software that sits between bare 

metal and a cluster application, such as 

Hadoop. It provides a dynamic database 

that contains configuration parameters for 

the cluster. A cluster-aware management 

framework leverages this database to define 

server configuration, deploy software, 

manage cluster services and monitor the 

environment. Other capabilities of StackIQ 

Cluster Manager include the following:

•	 Provisioning and managing the OS from 

bare metal

•	 Configuring host-based network settings 

throughout the cluster

•	 Leveraging hardware resource 

information — such as processor, 

memory and disk layout — to set cluster 

application parameters

•	 Setting up disk controllers and using this 

information to programmatically partition  

disks for specific cluster services

•	 Installing and configuring a cluster  

monitoring system

•	 Providing a unified command-line 

interface (CLI) and graphical user interface 

(GUI) for controlling and monitoring 

cluster management tasks

In addition to managing the underlying 

cluster infrastructure, StackIQ Cluster 

Manager also handles day-to-day operations 

of cluster services. StackIQ Cluster Manager 

integrates control of the underlying cluster 

infrastructure to manage cluster services 

such as the Hadoop Distributed File 

System (HDFS™) technology, MapReduce, 

Cassandra and HBase. This integration leads 

to fast time to value through automation 

and consistent, dependable application 

deployment and management.

Cluster installation and management

Many installation instructions for cluster 

applications assume that a running cluster is 

already in place, skipping over the complex, 

time-consuming process of building and 

managing cluster infrastructure. Because 

those instructions generally start with step 

one, StackIQ refers to the actual first step  

as step zero.

Step zero of the proof-of-concept test 

began with obtaining the StackIQ Cluster 

Core Roll ISO image, burning it to DVD and 

booting from it. The Cluster Core Roll leads 

the user through a few simple forms — for 

example, setting the IP address of StackIQ 

Cluster Manager and setting the gateway and 

Domain Name System (DNS) server. The base 

OS is also treated as a Roll and can be added 

during the installation using a DVD or remote 

Configuration details
To power the big data cluster used to test a financial data provider’s database 

applications, test engineers configured Dell PowerEdge servers as infrastructure 

nodes, data nodes and load drivers. Three PowerEdge R720 servers used as 

infrastructure nodes were configured as follows:

•	 Height: Two rack units

•	 Processor: Two 8-core, 2 GHz Intel Xeon E5-2650 processors

•	 Memory: 128 GB at 1,600 MHz

•	 Disk: Six 600 GB, 15,000 rpm Serial Attached SCSI (SAS) drives

•	 Network: Four Gigabit Ethernet (GbE) LAN on Motherboards (LOMs); two PCI 

Express (PCIe) 10 Gigabit Ethernet (10GbE) network interface cards (NICs)

•	 RAID	controller: PowerEdge RAID Controller H710

•	 Management	card: Integrated Dell Remote Access Controller (iDRAC)  

Enterprise Edition

Each of the 60 PowerEdge R720xd servers that acted as data nodes and load 

drivers were configured as follows:

•	 Height: Two rack units

•	 Processor: Two 6-core 2.9 GHz Intel Xeon E5-2667 processors

•	 Memory: 64 GB at 1,600 MHz

•	 Disk: Twenty-four 500 GB, 7,200 rpm nearline SAS drives

•	 Network: Four GbE LOMs; two PCIe 10GbE NICs

•	 RAID	controller: PowerEdge RAID Controller H710

•	 Management	card: iDRAC Enterprise Edition

The servers were connected through GbE and 10GbE links provided by Dell 

Networking switches.
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ISO image. This test used the Oracle® Linux® 

6.3 OS; similar distributions such as the  

Red Hat® Enterprise Linux and CentOS™ 

operating systems are also supported.

After installing the StackIQ Cluster 

Manager, the team selected two additional 

Rolls for the cluster: the custom Cloudera 

and Cassandra Rolls. The installer then 

copied the information from both Rolls 

and blended the packages automatically to 

create a new Oracle Linux distribution.

Installing and booting StackIQ Cluster 

Manager took approximately 30 minutes, 

after which StackIQ Cluster Manager was 

put into discovery mode using its GUI. All 

back-end nodes were set to look first for 

the Preboot Execution Environment (PXE) 

and then boot. In parallel, StackIQ Cluster 

Manager discovered and installed each back-

end node in approximately 15 minutes; no 

manual steps were required.

The default view from the StackIQ 

Cluster Manager GUI provided an 

interface for clusterwide monitoring and 

management (see figure). Its left-hand 

pane can be used to change the view from 

Global to Appliance, Rack or Hosts, each of 

which provided context-sensitive tabs for 

monitoring and management. Clicking the 

Attributes tab provided the ability to add, 

remove or change values in the StackIQ 

database that were used for application and 

service configuration.

Testing cluster performance

The data provider wanted to test clusters of 

10, 20 and 40 data nodes with one database 

application, and then quickly switch the 

nodes to run the other application on the 

same hardware. Of the 60 data nodes used 

in the tests, 20 were dedicated to running 

the provider’s workload generator program. 

Over five tests, the DICAP team used StackIQ 

Cluster Manager to install, provision and 

reprovision the remaining 40 nodes with 

various combinations of Cassandra and HBase. 

The provider was interested in 

observing how the configuration could 

be changed or automatically replicated 

on any cluster managed by StackIQ 

Cluster Manager. For example, if a 

current StackIQ Cluster Manager node 

were to fail, a new StackIQ Cluster 

Manager node could be built from bare 

metal that is designed to contain all user-

specific settings on first boot.

For test 1, an initial 10-node Cassandra 

instance and an initial 10-node HBase instance 

were installed concurrently on separate 

racks by StackIQ Cluster Manager. Test 2 

stepped up the node count to 20 for each 

application. In test 3, the 20 HBase nodes 

were converted to Cassandra nodes;  

test 4 converted the 40 Cassandra  

nodes to HBase nodes. Test 5 reversed  

the process, converting the 40 HBase  

nodes back to Cassandra nodes with 

a new set of disk configurations and 

application settings.

Automated scaling

For tests 1 and 2, the DICAP team tested 

the ability of StackIQ Cluster Manager to 

scale the cluster nodes automatically.1 After 

establishing the initial 10-node instances 

of each database application, in test 2 the 

team took each instance through a step-up 

procedure that used StackIQ Cluster 

Manager to incrementally add another  

10 nodes of each application, until the node 

count reached 20 per instance.

In test 3, the team used StackIQ 

Cluster Manager to reprovision 20 HBase 

nodes as Cassandra nodes.2 The Dell 

PowerEdge RAID Controllers (PERCs) were 

automatically reconfigured for Cassandra —  

a single RAID-0 boot disk and 12 drives 

configured as a RAID-10. Then, the  

The StackIQ Cluster Manager Monitor tab

1 After the 10-node HBase instance was running, the data provider’s engineers decided to try a different caching policy on the disks storing the test data. They used StackIQ Cluster Manager to change 
each disk from write-through mode to write-back mode, in parallel. They also stored the modified settings in the StackIQ Cluster Manager local database so when an existing or new node for HBase was 
installed, its PERC would automatically be configured with the settings.

2 During test 3, one node suffered a hardware failure, as can be expected in any large-scale environment. The failure caused the Cassandra service on that node to fail. That node was removed from the 
Cassandra configuration, and a spare node was installed as a Cassandra node and then added to the Cassandra instance. The procedure was fully automated by StackIQ Cluster Manager.
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20 reprovisioned nodes were integrated 

into the existing 20-node Cassandra 

instance using the perfect shuffle algorithm, 

bringing the instance up to 40 nodes.

Dynamic repurposing

Test 4 involved using StackIQ Cluster Manager 

to kick off a bare-metal reinstallation of 

all 40 Cassandra nodes and automatically 

optimize the underlying software stack and 

PERCs for HBase. Then, StackIQ Cluster 

Manager converted the Cassandra nodes 

into HBase nodes and brought the 40-node 

instance of HBase online. 

This procedure, which took 1 hour  

and 38 minutes, required configuring and  

starting a 40-node HDFS instance (four 

commands), a 40-node MapReduce 

instance (three commands), a 3-node 

Apache ZooKeeper™ instance (3 commands)  

and a 40-node HBase instance (three 

commands). During the switchover, 

StackIQ Cluster Manager coordinated  

the parallel reconstruction of almost  

one-quarter petabyte of disk from  

RAID-10 to RAID Bunch of Disks (RBOD) 

formatted with XFS.

In test 5, the team converted the 40 

HBase nodes back into Cassandra nodes, 

using StackIQ Cluster Manager to perform 

a bare-metal reinstallation of all 40 nodes 

and automatically configure the PERCs 

to the new specifications. During the 

switchover, StackIQ Cluster Manager again 

coordinated the parallel reconstruction 

of almost one-quarter petabyte of disk in 

under two hours. 

Because of the parallel nature of the 

StackIQ installation and management 

system, the conversion processes in tests 

3, 4 and 5 would have taken approximately 

the same amount of time if the cluster had 

contained 400 rather than 40 nodes.

Focusing on results

Using StackIQ Cluster Manager, the 

financial data provider was able to quickly 

provision and reprovision the servers 

to run two different applications with 

various configurations on a Dell big 

data cluster. At the end of the proof-

of-concept performance tests, the 

provider’s engineers commented that 

the rapid redeployment capabilities of 

StackIQ Cluster Manager allowed them to 

experiment with more configurations than 

they had thought possible in the available 

time frame. Also, they could focus on 

testing Cassandra and HBase rather than 

spend time thinking about how to deploy 

and configure the servers. Overall, proof-

of-concept testing through DICAP enables 

organizations to determine how Dell 

solutions make it easy to launch cloud 

services and turn large amounts of data 

into valuable insights.

 Learn more

StackIQ Cluster Manager:

stackiq.com/products/stackiq-manager

Intel Distribution for Apache Hadoop:

hadoop.intel.com

Dell | Intel Cloud Acceleration Program: 

Dell.com/intelcloud

Dell Solution Centers: 

Dell.com/solutioncenters
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Hands-on exploration of cloud and big data solutions
Dell Solution Centers encompass a 

global network of connected labs 

that help IT leaders architect, validate 

and build solutions across the Dell 

enterprise portfolio. Working within Dell 

Solution Centers is the Dell | Intel Cloud 

Acceleration Program (DICAP) team, 

whose mission is to provide decision 

makers with a firsthand opportunity to 

see and test cloud and big data solutions. 

DICAP empowers organizations to 

evaluate the Dell OpenStack-Powered 

Cloud Solution, the Dell | Cloudera 

solution or the Dell Cloud Solution for 

Web Applications. And because each 

Hadoop distribution offers different 

features and benefits, Dell is introducing 

a partnership with Intel for the Intel® 

Distribution for Apache Hadoop software 

on the Dell PowerEdge R720xd server. 

Dell and Intel share the common 

goal of building a robust, enterprise-

ready Apache Hadoop ecosystem that 

allows organizations to take advantage 

of this disruptive technology for big data 

workloads in diverse IT environments. 

Intel Distribution for Apache Hadoop 

software is well suited for use cases 

where security, performance and ease 

of data management are critical. Intel 

can optimize hardware features of the 

company’s processors, solid-state drives 

(SSDs) and 10 Gigabit Ethernet (10GbE) 

adapters to bolster Hadoop performance. 

For more information about the 

Intel Distribution for Apache Hadoop, 

see the article “Optimizing performance 

for big data analysis” in 2013 Issue 3 of 

Dell Power Solutions, qrs.ly/vx3gwq0.

http://stackiq.com/products/stackiq-manager
http://hadoop.intel.com
http://Dell.com/intelcloud
http://Dell.com/solutioncenters
http://qrs.ly/vx3gwq0

